
 

 

   

Dell VxRail 7.0 vSAN Stretched Cluster Planning 
Guide 
 

December 2022 

H19413 

 

  

Abstract 

This planning guide provides best practices and requirements for using 
stretched clusters with VxRail appliances. 

 



Copyright  

 

2 Dell EMC VxRail 7.0 vSAN Stretched Cluster Planning Guide 

The information in this publication is provided as is. Dell Inc. makes no representations or warranties of any kind with respect 
to the information in this publication, and specifically disclaims implied warranties of merchantability or fitness for a particular 
purpose.  

Use, copying, and distribution of any software described in this publication requires an applicable software license. 

Copyright © 2020-2022 Dell Inc. or its subsidiaries. All Rights Reserved. Dell Technologies, Dell, EMC, Dell EMC and other 
trademarks are trademarks of Dell Inc. or its subsidiaries. Intel, the Intel logo, the Intel Inside logo and Xeon are trademarks 
of Intel Corporation in the U.S. and/or other countries. Other trademarks may be trademarks of their respective owners. 
Published in the USA December 2022 H19413. 

Dell Inc. believes the information in this document is accurate as of its publication date. The information is subject to change 
without notice. 

 

 

 

 

 



 Contents 

 

3 Dell EMC VxRail 7.0 vSAN Stretched Cluster Planning Guide 
 
  

Contents 

Executive summary ........................................................................................................................ 4 

Overview .......................................................................................................................................... 5 

VMware new features ...................................................................................................................... 5 

Sizing considerations ..................................................................................................................... 8 

Networking and latency ................................................................................................................ 11 

Appendix A: VxRail stretched cluster setup checklist .............................................................. 14 

Appendix B: VxRail stretched cluster open protocol requirements ........................................ 15 

Appendix C: Bandwidth calculation examples ........................................................................... 16 

 

 

 

 

 

 



Executive summary  

 

4 Dell EMC VxRail 7.0 vSAN Stretched Cluster Planning Guide 

Executive summary 

A stretched cluster is a deployment model in which two or more virtualization host servers 

are part of the same logical cluster but are in separate geographical locations. The vSAN 

stretched cluster feature enables synchronous I/O of data between sites. This feature 

allows for an entire site failure to be tolerated. It extends the concept of fault domains to 

data center awareness domains. 

vCenter Server is the centralized platform for managing a VMware environment. It is the 

primary point of management for both server virtualization and vSAN. It is also the 

enabling technology for advanced capabilities such as vMotion, Distributed Resource 

Scheduler (DRS), and HA. vCenter scales to enterprise levels where a single vCenter can 

support up to 2,500 hosts (VxRail nodes) and 30,000 virtual machines. vCenter supports 

a logical hierarchy of data centers, clusters, and hosts, which allow resources to be 

separated by use cases or lines of business. It also allows resources to be moved as 

needed dynamically. These operations are all performed from a single interface. 

 

This guide is intended for customers, Dell Technologies and business partners, and 

implementation professionals. It is designed to help you understand the requirements for 

stretched cluster support with the Dell VxRail™ Appliance. Services from Dell 

Technologies or an authorized VxRail Services Partner are required for implementation of 

stretched clusters. 

This document is not intended to replace the implementation guide or to bypass the 

service implementation required for stretched clusters. An attempt to set up stretch 

clusters on your own will invalidate support. 

 

Date Description 

June 2020 Initial release 

February 2021 Minor updates 

December 2022 Includes VMware new features, sizing considerations, and bandwidth 
calculation examples. 

 

 

Dell Technologies and the authors of this document welcome your feedback on this 

document. Contact the Dell Technologies team by email. 

Author: Dylan Jackson 

Note: For links to other documentation for this topic, see the VxRail Info Hub. 

 

Intended Use 

and Audience 

Revisions 

We value your 

feedback 

mailto:tech.doc.feedback@dell.com?subject=Document:%20%3cTitle%3e%20%3cPart%20Number%3e
https://infohub.delltechnologies.com/t/vxrail/
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Overview 

This planning guide provides best practices and requirements for using stretched clusters 

with a VxRail appliance. This guide assumes that the reader is familiar with the vSAN 

Stretched Cluster Guide. This guide is for use with a VxRail appliance only. 

The vSAN stretched cluster feature creates a stretched cluster between two 

geographically separate sites, so that I/O is synchronous between sites. This feature 

allows for an entire site failure. It extends the concept of fault domains to data center 

awareness domains. 

The following is a list of the terms that are used for vSAN stretched clusters: 

• Preferred or primary site: one of the two data sites configured as a vSAN fault 

domain. 

• Secondary site – one of the two data sites that is configured as a vSAN fault 

domain. 

• Witness host – a dedicated ESXi host or vSAN witness appliance can be used as 

the witness host. The witness components are stored on the witness host and 

provide a quorum to prevent a split-brain scenario if the network is lost between the 

data sites. This is the third fault domain. 

The vSAN storage policies that impact stretched clusters are: 

• Dual site mirroring (stretched cluster) – enables protection across sites. 

• None – keeps data on preferred (stretched cluster) – Keeps data on primary site 

only, no cross-site protection.  

• None – keeps data on non-preferred (stretched cluster) – Keeps data on secondary 

site only, no cross-site protection. 

• Primary Failures to Tolerate (PFTT or FTT) – defines how many disk or node 

failures can be tolerated for each site. For a stretched cluster, it is ‘2n+1’ (n is the 

number to tolerate). For erasure coding, it is 4 or 6 (1 or 2 failures respectively). All-

Flash is required for erasure coding (RAID 5 or 6). 

• Secondary Failures to Tolerate (SFTT) – (stretched cluster) – Defines the number 

of nodes and disks objects where failure can be tolerated within a site. 

• Failure Tolerance Method (FTM) – Defines the RAID selection’s RAID 1 mirroring 

and RAID 5 or 6, erasure coding. 

VMware new features 

The information in the following table is an extract from the vSAN Release Notes, 

referencing any changes to the release that are available in a stretch cluster: 

 

 

https://core.vmware.com/resource/vsan-stretched-cluster-guide
https://core.vmware.com/resource/vsan-stretched-cluster-guide
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Table 1. vSAN new features 

vSAN 7.0 
version 

Features 

U1 • vSAN File Service enhancements 

• Shared witness appliance (ROBO) 

• HCI mesh 

• Increased usable capacity 

U2 • HCI mounting options 

• vSAN stretched cluster support 20+20+1 configurations 

• DRS object sync and fail-back 

• File services on stretch and 2 node clusters 

• Supports vSphere proactive HA 

• vSAN over RMDA 

U3 • Stretched cluster site/witness failure resiliency 

• Nested fault domains for two-node deployments 

• vSAN cluster shutdown and restart 

• Enhanced network monitoring  

• vSAN health check correlation 

• VM I/O trip analyzer 

• Stretched cluster for K8s 

 

 

vSAN stretched clusters are deployed across two sites in an active/active configuration. 

An identical number of ESXi hosts are recommended at each site. VxRail supports an 

unbalanced configuration with the use of Site Affinity Rules. 

 

You must plan the VxRail stretched cluster deployment before installation. Depending on 

the number of nodes in the VxRail cluster, you can: 

• Deploy up to 16 nodes on initial deployment,  

or 

• Initially deploy the minimum number of nodes per site and then scale out additional 

nodes either at installation or during the VxRail stretched cluster life cycle. 

 

This section describes the requirements to implement vSAN stretched clusters in a VxRail 

Cluster running VxRail v7.0. 

• The VxRail cluster must be deployed across two physical sites in an active/active 

configuration. 

• The VxRail cluster must be running VxRail version 7.0 or later. 

• The minimum supported configuration is 1+1+1 (2 nodes +1 witness). See the 

vSAN 2-Node Cluster on VxRail Planning Guide for more detailed information.  

VxRail cluster 

nodes 

VxRail cluster 

deployment 

options 

VxRail cluster 

consideration  

https://www.delltechnologies.com/asset/en-us/products/converged-infrastructure/technical-support/h17566-vsan-2node-cluster-on-vxrail-planning-guide.pdf
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• The maximum supported configuration is 20+20+1 (40 nodes plus +vSAN 1 

witness) 

• A witness host must be installed on a separate site as part of the installation 

engagement. The witness must be running the same version as the vSphere for 

version compatibility. 

 

With VxRail 7.0, either a VxRail vCenter Server or a customer-supplied vCenter Server 

can be used for stretched clusters. See the VxRail vCenter Server Planning Guide for 

limitations of using VxRail vCenter Server. 

A customer-supplied vCenter Server Appliance is the recommended choice. 

 

The following are the customer-supplied vCenter Server requirements: 

• The customer must provide their own license. 

• The customer-supplied vCenter Server version must be in the VxRail and External 

vCenter Interoperability Matrix. 

• Check the VxRail Release Notes to determine the proper version numbers. 

▪ VxRail 7.x and vSphere 7.x, version details can be found in the VxRail 

Appliance Software 7.x Release Notes. 

▪ To join the customer-supplied vCenter Server, you must: 

• Know the customer-supplied vCenter Server FQDN. 

• Know the Customer Existing Single Sign-on domain. 

• Create or select a data center on the customer-supplied vCenter Server for the 

VxRail Cluster to join. 

• Specify the name of the cluster created by VxRail in the selected data center when 

it is built. It will also be part of the distributed switch name. This name must be 

unique and not used anywhere in the data center on the customer-supplied vCenter 

Server. 

• Verify that the customer DNS server can resolve all VxRail ESXi hostnames before 

deployment. 

• Create or reuse a VxRail management user and password for this VxRail cluster on 

the customer-supplied vCenter Server. The user must be: 

▪ Created with no permissions 

▪ Created with no roles assigned to it 

• (Optional) If the administrator account cannot be used, create a VxRail admin user 

and password for VxRail on the Customer-Supplied vCenter Server. 

 

 

vCenter Server 

requirements 

Customer-

supplied vCenter 

Server 

requirements 

https://www.delltechnologies.com/asset/en-us/products/converged-infrastructure/technical-support/vxrail-vcenter-server-planning-guide.pdf
https://www.dell.com/support/kbdoc/en-ec/000157682
https://www.dell.com/support/kbdoc/en-ec/000157682
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Sizing considerations 

For standard sizing, we recommend taking advantage of the VxRail Sizing Tool, which 

offers a full variety of storage policy selections across standard and stretched clusters. 

 

Figure 1. VxRail Sizing Tool 

 

The storage policies applied to a stretched cluster would define the minimum number of 

hosts that are required per site. 

For example, a site disaster tolerance set to “Dual site mirroring (stretched cluster)” and a 

Failure to tolerate set to “1 failure – RAID - 5 (Erasure coding)”, would result in three data 

blocks and one parity component, thus we would need at least four hosts per site. The 

final configuration will be 4+4+ 1, 4 hosts per site, and one witness host. 

From a capacity standpoint, if you have a 100 GB VM and set the Site disaster tolerance 

to “Dual site mirroring (stretched cluster)” and a Failure to tolerate equal to one failure – 

RAID - 1 (Mirroring), means a RAID 1 is set in each site. 

In this case, a 100 GB VM would require 200 GB in each location. So, 200% required 

local capacity, 400% for the total cluster. Using the following table, you can easily see the 

overhead. Note that RAID 5 and RAID 6 are only available when using all-flash. 

Table 2. Stretched Cluster Host Configurations 

Description PFTT RAID 
Hosts 
per 
site 

Stretched 
Config 

Single site 
capacity 

Total cluster 
capacity 

No local 
protection 

0 
RAID 
1 

1 1+1+1 100% of VM 200% of VM 

Local 
protection 

1 
RAID 
1 

3 3+3+1 200% of VM 400% of VM 

Local RAID 5 1 
RAID 
5 

4 4+4+1 133% of VM 266% of VM 

Host 

requirement 

calculation 

https://vxrailsizing.emc.com/
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Local RAID 6 2 
RAID 
6 

6 6+6+1 150% of VM 300% of VM 

 

 

For full availability, VMware recommends that customers should be running at 50% 

of resource consumption across the vSAN Stretched Cluster. If a complete site fails, 

all the virtual machines can be run on the surviving site. 

VMware understands that some customers will want to run levels of resource utilization 

higher than 50%. While it is possible to run at higher utilization in each site, customers 

should understand that if a failure occurs, not all virtual machines will be restarted on the 

surviving site. 

Table 3. Stretched Cluster Capacity 

Protection PFTT FTM SFTT 
Preferred 
Site 
Capacity 

Secondary 
Site 
Capacity 

Total 
Capacity 

Across Sites 
Only 

1 Mirroring 0 
100% of 
VM 

100% of 
VM 

200% of VM 

Mirroring 
(RAID 1 Single 
Failure) 

1 Mirroring 1 
200% of 
VM 

200% of 
VM 

400% of VM 

Mirroring 
(RAID 1 
Double 
Failure) 

1 Mirroring 2 
300% of 
VM 

300% of 
VM 

600% of VM 

Mirroring 
(RAID 1 Triple 
Failure) 

1 Mirroring 3 
400% of 
VM 

400% of 
VM 

800% of VM 

Erasure 
Coding 
(RAID5/Single 
Failure) 

1 
Erasure 
Coding 

1 
133% of 
VM 

133% of 
VM 

266% of VM 

 Erasure 
Coding 
(RAID6/Double 
Failure) 

1 
Erasure 
Coding 

2 
150% of 
VM 

150% of 
VM 

300% of VM 

 

 

Fault domains (FD) provide the core functionality of vSAN stretched cluster. The 

supported number of fault domains in a vSAN stretched cluster is three. The first Fault 

Domain can be referred to as Preferred data site. The second Fault Domain can be 

referred to as Secondary data site, and the third Fault Domain is the witness host site. 

Keep utilization per data site below 50% to ensure proper availability, if either the 

Preferred or Secondary site goes offline. 

Cluster compute 

resource 

utilization 

Fault domains 
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For vSAN stretched cluster functionality on VxRail, vSphere Distributed Resource 

Scheduler (DRS) is highly recommended. DRS provides initial placement assistance, and 

automatically migrates virtual machines to the corrected site in accordance with the Host 

and VM affinity rules. It can also help relocate virtual machines to their correct site when a 

site recovers after a failure.  

DRS awareness of vSAN stretched clusters is built into vSAN 7 Update 2. There is no 

need to make changes in configuration or operating processes. It works with all affinity 

rules. The recommendation with previous versions of vSAN was to set DRS Automation to 

Manual or Partially Automated. With vSAN 7 Update 2, this recommendation can be set to 

Fully Automated to get the most benefits from DRS with vSAN stretched clusters. 

vSphere’s DRS, tightly integrated with vSAN Update 2, introduces a fully automated read 

locality solution for recovering from failures on a vSAN stretched cluster. The read locality 

information indicates the hosts to which the VM has full access, and DRS uses this 

information when placing a VM on a host on vSAN Stretched Clusters. DRS migrates the 

VMs back to the primary site when the vSAN resynchronization is completed and the 

VMs’ data components have achieved full read locality. This DRS can be placed in fully 

automatic mode to react to site failures.  

In case of partial site failures, if a VM loses read locality due to loss of data components 

equal to or greater than its failure to tolerate, vSphere DRS will identify the VMs that 

consume an exceedingly high read bandwidth and try to rebalance them to the 

secondary site. This way, we ensure that VMs with read-heavy workloads are not 

impacted during partial site failures. When the primary site is back online and the data 

components have completed resynchronization, the VM is moved back to the site to which 

it is connected. 

Note: We support vSAN stretched clusters with vSphere Standard Edition. vSphere Enterprise 

plus is required for DRS. 

 

For the Preferred Site, a primary node is selected from one of the nodes on this site. 

Selections for the Non-Preferred Site are similar, so long as there are nodes available on 

the Non-Preferred Site. 

The vSAN primary node and the vSAN backup node send heartbeats every second. If 

communication is lost for five consecutive heartbeats (five seconds) between the primary 

node and the Backup due to an issue with the Backup node, the primary node 

chooses a different ESXi host as a Backup on the remote site. 

This is repeated until all hosts on the remote site are checked. If there is a complete site 

failure, the primary node selects a Backup node from the Preferred Site. 

A similar scenario arises when the primary node has a failure. 

When a node rejoins an empty site after a complete site failure, either the primary node 

(in the case of the node joining the Preferred Site) or the Backup (in the case where the 

node is joining the Non-Preferred Site) will migrate to that site. 

If communication is lost for five consecutive heartbeats (five seconds) between the 

primary node and the vSAN witness host, the vSAN witness host is deemed to have 

Distributed 

Resource 

Scheduler  

vSAN heartbeat 
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failed. If the vSAN witness host has permanently failed, a new vSAN witness host can be 

configured and added to the cluster. 

 

A vSAN witness appliance, or a physical host, can be used for the witness function. The 

vSAN witness appliance includes licensing, while a physical host must be licensed 

accordingly. 

A vSAN witness appliance is provided with each release of vSAN. The underlying 

vSphere version is the same as the version running vSAN. Upon initial deployment of the 

vSAN witness appliance, it is required to be the same as the version of vSAN. 

Deploying the witness for a normal configuration requires 10 GB of cache storage. The 

physical host does not require flash or an SSD device. The capacity device must be 350 

GB or greater. Traditional spinning drives are enough because the witness will mark those 

devices as needed.  

Table 4. Witness sizing 

Witness VM Witness Components Boot/Cache/Capacity 

Tiny 10 750 12/10/15GB 

Normal <500 2100 12/10/350GB 

Large >500 4500 12/10/700GB 

 

Note: Use the calculator in Error! Reference source not found. to determine whether the size of 

the appliance is sufficient. 

Each vSAN stretched-cluster configuration requires a witness host. The witness must 

reside on a third site that has independent paths to each data site. While the witness host 

must be part of the same vCenter as the hosts in the data sites, it must not be on the 

same cluster as the data site hosts. Network Address Translation (NAT) is not supported. 

Note: The witness host OVA file includes a license; it does not consume a vSphere license. 

However, a physical host requires a vSphere license. 

Witness host requirements 

• A witness host cannot be part of any vSAN enabled cluster 

• Have at least one VMkernel adapter with vSAN traffic enabled 

• The adapter must be connected to all hosts in the stretched cluster 

Networking and latency 

 

Both Layer 2 and Layer 3 support vSAN connectivity between data nodes. Layer 2 does 

not require a static route, but Layer 3 does.  

Witness device                                                                          

L2 and L3 

support 



Networking and latency  

 

12 Dell EMC VxRail 7.0 vSAN Stretched Cluster Planning Guide 

Table 5. Inter-Site Communication  

Inter-Site  
Deployment 
Scenario 

Layer Routing 

Site to 
Site 

Default 

Layer 2 Not Required 

Layer 3 Static Routes Are Required* 

Site to 
Witness 

Default Layer 3 Static Routes Are Required* 

 Witness Traffic 
Separation 

Layer 3 
Static Routes Are Required* when using an 
interface other than the Management (vmk0) 
interface 

Layer 2 
for 2 Node 

Static Routes Are Not Required 

 

Note: Static routes are required because vSAN uses the Default TCP stack. A VMkernel specific 

gateway is not supported. The default gateway that is used by the Management VMkernel 

interface would be used by any other VMkernel interfaces using the same TCP stack. It is 

recommended that the vSAN network be isolated from normal infrastructure traffic on a dedicated 

network. As a result, the vSAN network cannot use the default gateway, and therefore static 

routes must be used to connect with Layer 3 addresses. While this is typically for site-witness 

communication over Layer 3, it can also include site-site communication when using Layer 3 for 

data node addresses.   

Using Layer 3 is recommended for connectivity between the data sites and the witness. 

Witness Traffic Separation (WTS) can be used with Stretched Cluster configurations 

under the following conditions: 

• If a VMkernel interface other than the Management VMkernel interface is tagged 

with "witness" traffic, static routes are required to communicate with the vSAN 

witness host VMkernel interface tagged for vSAN traffic. 

• If the Management VMkernel interface is tagged with "witness" traffic, static routes 

are not required if the host can already communicate with the vSAN witness host 

VMkernel interface using the default gateway. 

MTU can be different. For instance, an administrator could configure an MTU of 9000 

between data nodes, but a smaller MTU of 1500 between data nodes and the witness. 

 

This feature allows an alternate VMkernel interface to be designated to carry traffic that is 

destined for the witness rather than the vSAN tagged VMkernel interface. This feature 

supports more flexible network configurations by allowing separate networks for node-to-

node and node-to-witness traffic. From a routing perspective, this feature allows two 

independent subnets and routes to be advertised from each Data Node site to the witness 

site. 

 

For vSAN stretched clusters, support is based on network latency and bandwidth 

requirements, rather than distance. The key requirement is the actual latency numbers 

between sites. 

Witness traffic 

separation 

Supported 

geographical 

distances 
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The bandwidth requirement between the main sites is depends on the workload to be run 

on vSAN, the amount of data, and the handling of failure scenarios. 

Under normal operating conditions, the basic bandwidth and latency requirements are: 

Table 6. Inter-Site Bandwidth/Latency 

 Bandwidth Latency 

Site to Site Minimum of 10 Gbps <5 ms latency RTT 

Site to Witness 
2 Mbps per 1000 vSAN 
Components 

<100 ms latency RTT (11 to 15 hosts per site) 

<200 ms latency RTT (up to 10 hosts per site) 
<500 ms latency RTT (1 host per site) 

 

In most vSAN stretched-cluster configurations, latency or RTT between sites hosting VM 

objects and the witness nodes should not be greater than 200 msec (100 msec one-way). 

The latency to the witness depends on the number of objects in the cluster. VMware 

recommends that on vSAN stretched-cluster configurations up to 10+10+1, a latency of 

less than or equal to 200 milliseconds is acceptable. If possible, a latency of less than or 

equal to 100 milliseconds is preferred. For configurations that are greater than 10+10+1, 

VMware requires a latency of less than or equal to 100 milliseconds. 

 

Unless witness traffic separation is used, you must maintain a consistent MTU (maximum 

transmission unit) size between data nodes and the witness in a stretched-cluster 

configuration. Ensuring that each VMkernel interface designated for vSAN traffic is set to 

the same MTU size prevents traffic fragmentation. The vSAN Health Check looks for a 

uniform MTU size across the vSAN data network, and reports on any inconsistencies. 

 

The connectivity requirements for implementing a stretched cluster are as follows: 

• Management network: Connectivity to all three sites 

• VM network: Connectivity between the data sites (the witness will not run virtual 

machines that are deployed on the vSAN cluster). 

• vMotion network: Connectivity between the data sites (virtual machines are never 

migrated from a data host to the witness host). 

• vSAN network: Connectivity to all three sites  

Bandwidth  

Site to witness 

network latency 

Intersite MTU  

Connectivity 
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Appendix A: VxRail stretched cluster setup checklist 

Item Description 

Required Reading 
Read the VMware vSAN Stretched Cluster Guide. 

Read the VxRail vCenter Server Planning Guide. 

VxRail Version 
No mixed clusters are supported (that is, VxRail 4.7 and 7.0 in the 
same cluster). 

vSphere License 

vSphere Standard Edition is supported, but vSphere Enterprise 
Plus license is required if using DRS. 

You cannot reuse the VxRail vCenter Server license on any other 
deployments. 

Number of Nodes 

The minimum supported configuration is 1+1+1 (2 nodes+1 
witness). 

The maximum supported configuration is 20+20+1 (40 nodes+1 
witness). 

customer-supplied vCenter Server 

(Recommended choice) 

The customer-supplied vCenter Server version must be in the 
VxRail and External vCenter Interoperability Matrix. 

Fault Domains 
Must have 3 Fault Domains (preferred, secondary, and witness 
host). 

Network Topology 

vSAN traffic between the data sites can be Layer 2 or Layer 3.  

vSAN traffic between the witness host and the data sites should be 
Layer 3. 

Witness Traffic Separation allows users to use an alternative 
VMkernel interface for traffic to the witness other than the vSAN 
interface. 

Data Site to Data Site Network 
Latency 

Latency or RTT between data sites should not be greater than 5 
msec.  

Data Site to Data Site Bandwidth A minimum of 10 Gbps is required. 

Data Site to Witness Network 
Latency 

For configurations up to 10+10+1, latency or RTT less than or 
equal to 200 msec is acceptable. 

For configuration greater than 10+10+1, latency or RTT less than or 
equal to 100 msec is required. 

Data Site to Witness Network 
Bandwidth 

The guideline is 2 Mbps for every 1000 objects on vSAN. 

Intersite MTU consistency 
Required to be consistent between data sites. 

MTU to the Witness can be different. 

Network Ports 
Review Appendix B: VxRail stretched cluster open protocol 
requirements for required port connectivity. 

 

https://core.vmware.com/resource/vsan-stretched-cluster-guide
https://www.delltechnologies.com/asset/en-us/products/converged-infrastructure/technical-support/vxrail-vcenter-server-planning-guide.pdf
https://www.dell.com/support/kbdoc/en-ec/000157682
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Appendix B: VxRail stretched cluster open protocol requirements 

The following table lists the open port requirements for a VxRail stretched cluster. See 

https://ports.vmware.com/home/vSphere for the latest list of port connectivity requirements. 

Table 7. Stretched Cluster Port Requirements 

Protocol Port Source Destination Service Versions 

TCP 2233 ESXi + 
Witness 

ESXi + 
Witness 

vSAN 
Transport 

6.5, 6.7, 7.0 

UDP 12321 ESXi + 
Witness 

ESXi + 
Witness 

vSAN 
clustering 
service 

All vSAN 
versions 

UDP 12345 ESXi + 
Witness 

ESXi + 
Witness 

vSAN 
clustering 
service 

All vSAN 
versions 

TCP 12443 ESXi + 
Witness 

ESXi + 
Witness 

vSAN 
clustering 
service 

All vSAN 
versions 

UDP 23451 ESXi + 
Witness 

ESXi + 
Witness 

vSAN 
clustering 
service 

All vSAN 
versions 

 

 

https://ports.vmware.com/home/vSphere
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Appendix C: Bandwidth calculation examples 

 

Using the general situation where a total I/O profile requires 100,000 IOPS, of which 70% 

are write, and 30% are read, in a stretched configuration, the write I/O is what is sized 

against for intersite bandwidth requirements. 

With stretched clusters, read traffic is, by default, serviced by the site on which the VM 

resides. 

This concept is called Read Locality in which the required bandwidth between two data 

sites (B) is equal to Write bandwidth (Wb) * data multiplier (md) * resynchronization 

multiplier (mr): 

B = Wb * md * mr  

The data multiplier is comprised of overhead for vSAN metadata traffic and miscellaneous 

related operations. VMware recommends a data multiplier of 1.4. The resynchronization 

multiplier is included to account for resynchronizing events. It is recommended to allocate 

bandwidth capacity on top of required bandwidth capacity for resynchronization events. 

Making room for resynchronization traffic, an additional 25% is recommended. 

Example workload of 10,000 writes per second to a workload on vSAN with a “typical” 4 

KB size write would require 40 MB/s, or 320 Mbps bandwidth.  

B = 320 Mbps * 1.4 * 1.25 = 560 Mbps. 

Including the vSAN network requirements, the required bandwidth would be 560 Mbps.   

 

Witnesses do not maintain VM data, but rather only component metadata. 

It is important to remember that data is stored on vSAN in the form of objects. Objects are 

comprised of one or more components of items such as VM home, swap, disks, and 

snapshots. 

Objects can be split into more than one component when the size is >255 GB, and/or a 

number of stripes (stripe width) policy is applied. 

Additionally, the number of objects/components for a given Virtual Machine is multiplied 

when a number of failures to tolerate (FTT) policy is applied for data protection and 

availability. 

The required bandwidth between the witness and each site is equal to ~1138 B x number 

of components / 5 s.: 1138 B x NumComp  / 5 seconds 

The 1138 B value comes from operations that occur when the preferred site goes offline, 

and the secondary site takes ownership of all the components. 

When the primary site goes offline, the secondary site becomes the leader. The witness 

sends updates to the new leader, followed by the new leader replying to the witness as 

ownership is updated. 

Site to site  

Witness to site 
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The 1138 B requirement for each component comes from a combination of a payload 

from the witness to the backup agent, followed by metadata indicating that the Preferred 

Site has failed. 

In the event of a Preferred Site failure, the link must be large enough to allow for the 

cluster ownership to change, as well as ownership of all the components within five 

seconds. 

Example workload  

With a VM comprised of: 

• 3 objects: VM namespace, vmdk (under 255 GB), VM swap  

• Failure to tolerate of 1 (FTT=1) 

• Stripe width of 1 

Approximately 100 VMs with the above configuration would require the witness to contain 

600 components: (100 VMs * 3 components/VM * 2 (FTT+1) * 1 (stripe width)) 

To successfully satisfy the Witness bandwidth requirements for a total of 600 components 

on vSAN, use the following calculation: 

Converting Bytes (B) to Bits (b), multiply by 8:  B = 1138 B * 8 * 600 / 5 s = 1,092,480 Bits 

per second = 1.09 Mbps 

VMware recommends adding a 10% safety margin and round up: B + 10% = 1.09 Mbps + 

109 Kbps = 1.199 Mbps 

With the 10% buffer included, a guideline can be stated that for every 6,000 components, 

1.2 Mbps is appropriate.  

 


