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ABSTRACT
In an emerging trend, organizations are virtualizing high performance computing 
resources to improve asset utilization, expand access to HPC systems, and make 
infrastructure easier to deploy, manage and change. In this Q&A, Chuck Gilbert, an HPC 
technologist in the Dell Technologies Office of the CTO, explores the case for virtualizing 
HPC systems, explains the connections between virtualization and cloud, and address 
questions about the performance of virtualized HPC workloads.
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Q: Why would anyone look closely at virtualizing HPC or AI workloads?

CG: With the change in the complexity and the number of tools that are available to 
researchers and IT workers, administrators and scientists, there is an increasing need for 
the ability to rapidly build composable, flexible environments to support a very diverse and 
ever-evolving set of research needs. 

 A traditional HPC infrastructure is going to have a certain set of common tools installed, a 
queuing system installed and a traditional module system to load the software pieces. A lot 
of the emerging tools that we are seeing in the space require the ability to rapidly spin up 
and spin down unique disparate HPC environments. These tools include AI and machine 
learning, new and improved web-driven tools from an HPC workflow standpoint, new 
graphical interactive tools and visualization support. 

 In a traditional HPC environment, it doesn’t play well. In a virtualized environment, you 
can afford the easy ability to use elastic composable compute on top of a set of common 
hardware. By taking advantage of the different software-defined components that exist 
in a virtualized platform, an IT service provider can customize the environment and the 
experience for the researcher or end user in order to support their diverse needs, rather 
than offering a one-size-fits-all approach.

Q: What are HPC workloads like before virtualization versus after?

CG: Depending on how you deploy and configure your virtualized environment, the 
workloads are no different when virtualized. You can set up a standard HPC software 
scheduler, whether it is using SLURM or another type of open source scheduling 
package, to interact with virtualized compute nodes in the same way that you interact 
with bare-metal compute nodes. 

 There are a lot of things that could be done to make the overall experience seamless and 
transparent to the end user, but what administrators, operators and service providers are 
getting on the backend is the ability to do things better. With virtualization, they can increase 
the overall utilization of HPC systems and drive flexibility in the hardware configurations. They 
also gain the ability to easily manage, update and deploy new hardware using a common set 
of automated and scalable best practices. 
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 For example, using VMware Auto Deploy, you can very rapidly bring new compute power 
into the fleet. And then as that compute power comes on line, you can simply scale up 
more virtual machines or rebalance workloads across the new physical hosts. And you can 
perform maintenance underneath those virtual machines without downtime or impacts on 
the end users. 

 Here’s another way to look at the before and after. Virtualization opens HPC up to a wider 
range of users. Before you adopt a virtualized approach, you might be catering more to 
a traditional HPC user base running big simulation jobs in the hard sciences. After you 
virtualize, you can also cater to people in the soft sciences, the social sciences, who 
are doing things like mining social media data. These new HPC users are changing the 
paradigm landscape of the type of computations being done and the type of user that is 
doing these computations. 

Q: Tell me about the connection between virtualization and cloud computing.

CG: There is a common set of criteria that you can look at for driving the decision points on 
whether virtualizing makes sense or not. We live in a world today where cloud computing 
should be a part of an HPC strategy. We are not saying it should be the strategy, or it 
should never be part of the strategy. It should be included in an overarching strategy for 
offering the best computational and storage resources for an overarching performance 
need for the end user. 

 There are a lot of avenues and aspects as to why users would go to the public cloud. 
Elastic bursting capability of compute resources, security segmentation, access to new 
and emerging technology that may not exist in the physical data center today. You think 
about those same tenets, but then you apply on top of that the overarching need for cost 
containment and driving very high utilization of an already existing investment on premises. 

 That is where we are having the conversation about a holistic approach to having an 
environment where you go from a physical HPC footprint to an on-premises private cloud 
type of footprint and then bursting out to public cloud resources. How does that ebb and 
flow together in order to build a holistic compute and storage platform?

 It really comes down to an optimization conversation. And once you have the optimization 
conversation, then it comes down to use cases and workflows. And what makes the most 
sense to position in each tier or flavor of a computational capability. 

Q: How does virtualization of on-premises resources differ from virtualization  
resources in a cloud?

CG: If we stand back and look at the main cloud providers, the majority of cloud providers today 
are virtualized. They are running on top of some type of hypervisor, usually with a couple 
of different flavors of physical hardware underneath those hypervisors. And then they are 
potentially exposing more performance-centric, HPC-centric networking topologies up to that 
hypervisor, to virtual machines that are running on top of that infrastructure. 

 There are also providers today that are running bare-metal resources in the cloud, as well. 
They are utilizing smart technologies that basically allow you to virtualize the networking 
outside of the server footprint.

 If we look at the options that exist in the public cloud space, virtualizing on premises is 
really no different of an experience then what you can do in the public cloud. But when you 
virtualize on premises you can control your workflows, your costs and the access points. 
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 Let me give you an example. Every public cloud provider has a unique set of tools, 
APIs and workflows that are utilized across the board, that you can use to plug services 
together. For example, compute infrastructure can contact an API to spin up additional 
resources, whether it be very fast storage tiers or bulk storage tiers. They can kick off 
automated workflows to pump data from one remote site into some type of block data 
store and transform that into a file-based storage, run some GPU workflows and then 
pump it out to an archive store. Or maybe put it on some type of content-delivery network. 

 However, if you are using those closed fixed APIs in a public cloud provider, then your 
workflows, tools and your techniques suddenly revolve around the decision points and the 
requirements that that cloud provider is setting for you. You don’t necessarily have much 
control of your own destiny in the way that you want users to be able to interact and run 
with compute resources. 

 If you deploy an on-prem infrastructure, whether it is a VMware based environment, an 
OpenStack based environment or some other virtualized environment, you can set up 
an approved common workflow that gives you the most flexibility, responsiveness and 
adaptability. The closer you are to your end users, the closer you can work with your 
end users, the more responsive you can be, and the better of an experience you can 
provide for them. 

Q: So, where does VMware come in?

CG: If we look across the overarching landscape of technologies, maturity and install footprint, 
you can think of VMware as the largest cloud in the world. They have the largest number 
of hypervisors deployed across the board. They have the largest footprint of automation 
tools deployed across the board. And they are serving a very large and diverse set of 
workloads, worldwide. 

 If we look at the amount of work that has gone into VMware, VMware is focused on 
making its software easy to deploy and operate at large scale — whether it is just the ease 
of deploying vCenter Server — which is the main workhorse doing all of the scheduling, 
the deployment of the VMs, the configuring of the datastores — or going to a higher level 
of abstraction with vRealize Operations, where you can actually go in and set up these 
complex automation workflows. 

 With VMware, you can start offering a self-service catalog. VMware has invested a ton of 
time in tightly integrating and connecting these tools in order to make very seamless end-to-
end IT experiences. Everything from the architects and the engineers that are in the backend 
putting the pieces together to the whole way out to the end user who is interacting on some 
frontend portal with the infrastructure that is being programmatically executed.

 VMware has glued together all the different layers and pieces of a complex set of 
use cases or layers in a data center — your networking layers, your software-defined 
networking abilities, your compute layers, your storage layers. And then they bring things 
like virtualized GPUs into the mix. And then they put automation workflows on top of it all, 
with security in mind, as well. With VMware, you can get very high security accreditation 
deployed and easily locked down across your virtualized environment. 
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Q: I’ve heard IT people say that virtualization software is expensive. And now 
we are talking about expanding its use to HPC environments. Is this a costly 
proposition for HPC centers?

CG: VMware has made a lot of strides in offering more HPC-specific offerings or product SKUs 
that are tailored toward the fundamental needs in virtualizing HPC infrastructure without 
all of the additional administrative technologies that would be used in more traditional 
enterprise environments. VMware has what it calls a scale-out distributed computing SKU. 
This SKU, VMware vSphere Scale-Out, offers the foundational technologies that make 
VMware great at a reduced cost. 

 It includes the ESXi hypervisor, vCenter Server and a lot of the abilities to interact with 
the automation tools, whether that is through PowerShell interactions or API-driven 
interactions. You can basically deploy the subset of technologies onto hardware very cost 
effectively. You can then achieve the utilization and the operational agility benefits across 
the board without excessive cost.

Q: People running HPC workloads want all the performance they can get. Naturally, 
they are concerned that virtualization will impact performance. What are your 
thoughts on that?

CG: If you look at the current performance impacts of a hypervisor today, it’s clear we have 
come a long way in terms of reducing the overhead that ESXi or any type of hypervisor 
technology can impact on physical resources. 

 In this scenario, you can get anywhere from 1 percent to 4 percent as the maximum overhead 
impact on a physical resource. If you think about the gains in operational efficiency, flexibility, 
programmability and ease of maintenance, you could say, “Yes, there may be a little bit of an 
impact on performance, but is 1  percent to 4 percent really worth arguing against all of the 
advantages that I am getting from an operational and flexibility standpoint?"

 In most cases, if we look across even a physical HPC infrastructure — except in the cases 
of very large leadership-class systems that are being tuned down to the very micro-code 
level on a constant basis — those operational efficiencies are going to outweigh any 
potential slight impact or overhead from a performance standpoint that stems from running 
on top of a hypervisor. 

Q: What about open source tools?

CG: There are a lot of open source tools out there. And, yes, they come with an upfront price of 
free. But the actual cost of configuring some of those open source tools and maintaining 
them long term can turn into very large operational expenses in terms of the number of 
people and amount of expertise that is needed to maintain that. 

 With VMware, you are able to procure a complete robust software package that can help 
with not only Day O and Day 1 operations, but Day 150, Day 365 operations. You are 
now able to easily continue to expand, operate and offer a robust infrastructure without an 
endless investment in the number of people needed to grow your environment. 

Q: In projects where you have been involved with virtualization of HPC or AI 
environments, what were some of the results that you saw? 

CG: One area that has been extremely successful with HPC and AI workloads in general is the 
reuse and scheduling of virtual desktop infrastructure (VDI) forms. Think about having a 
very large robust infrastructure deployed with a lot of GPU capacity and CPU capacity that 
during the day is servicing hundreds or thousands of virtualized desktops for end users. 
But then at night that infrastructure is sitting idle. 
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 When you combine the needs of HPC scheduling and dynamic flexibility on top of that VDI 
infrastructure by day, you are able to service all of your end users who need to be able to 
interact and do a lot of visualization capabilities across the board. And then at night, you can 
reclaim those resources and drive very high utilization on infrastructure that would normally 
be sitting idle by running graphic-intensive, GPU-intensive computational workloads or CPU-
intensive computational workloads on top of that same existing infrastructure.

 You are optimizing your overall IT spend to get more bang for the buck. Where maybe, 
traditionally, you would have stood up a silo of HPC infrastructure off to the side of that 
VDI environment and maybe neither of those environments would be getting maximum 
utilization. Those unused cycles are literally just dollars that you are leaving on the table. 
And potentially holding up time to results across the board. So that is one specific area 
that is very interesting from the standpoint of virtualizing HPC and kind of marrying it with 
your enterprise needs. 

Q: It seems that everyone in HPC is all about using their systems at max capacity as 
much as possible. So whenever I hear of a VDI-HPC type of environment, I think, 
aren’t those people using 100 percent of their systems all the time on HPC?

CG: They could be using 100 percent on the HPC side. Let’s say you are in an environment 
where you have very large VDI infrastructure that is run by a central IT organization and 
then more of a research center HPC environment that is off to the side. The HPC center 
could be running at near capacity all the time. But then, off to the side, at night, you have 
all these spare cycles that are sitting on a VDI-based infrastructure that could be utilized. 

 And so you think about the pressures that HPC infrastructure is under 24/7. Now, rather than 
having a queue backed up, waiting across the board overnight for other jobs to finish and 
run, you basically extend that HPC infrastructure footprint utilizing those VDI resources that 
would be sitting idle, such that your footprint could be a 2X increase. And so, overnight you 
can actually gain this burst capacity to help you move through a backlog quicker.  

 And you are driving — making sure that your investments are being utilized to their full 
extent. And then in the morning, you are returning those VDI resources back to the users 
in the traditional sense. So you could think about it as just overall resource optimization, a 
balancing exercise that can be utilized. 

Q: AI is now largely containerized workloads. How does that fit with VMware?

CG: While VMware is obviously the leader in virtualizing workloads across the board, they are 
also making a very large push in offering robust containerized cloud native application 
support through their Project Pacific initiative. It basically uses the same principles, tools and 
management workloads and technology that operators are already utilizing today. VMware is 
allowing their vSphere technology, their ESXi technologies, to deploy and schedule cloud-
native container-based apps on top of the same set of common infrastructure. 

 In many data centers, there are a lot of siloes, even from the standpoint of running a 
virtualized infrastructure. Maybe I am in the cloud-native state and I have a full-blown 
Kubernetes cluster that is running off to the side. And then I have an HPC cluster running 
off to the side. Through VMware Tanzu, VMware is basically giving you the ability to unify 
your virtualized and containerized environments under one common control plane and a 
single pane of glass management to enable infrastructure to flex commonly across the 
board. 

 This is going to allow you to take it from an AI machine learning standpoint. If there are 
containerized workloads that you want to run today, you could use Kubernetes inside 
of vSphere to deploy a small cloud-native type of clustered environment and run those 
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machine-learning-based apps next to the enterprise virtualized apps. Or you could virtualize 
the traditional HPC operations that you are running today, and then still have your physical 
HPC environment off to the side. So it is really offering an opportunity to unify in a one-stop 
shop, single-pane-of-glass management and monitoring and operational framework for both 
traditional virtualized enterprise workloads and cloud-native applications. 

Q: Do you have any specific recommendations for running AI in an HPC environment? 

CG: AI jobs could be looked at as just another HPC type of job that runs in an HPC 
environment. However, machine learning and artificial intelligence are moving into the 
enterprise space as a competitive differentiator for companies. Enterprises want to stand 
up machine learning algorithms and workflows that can comb through data and find 
patterns or uniqueness that could exist. 

 For example, maybe there is a better way, based on the data that you are combing 
through, to optimize the routing of certain trucks and products to a certain store or 
customer base. Machine learning algorithms find those patterns. And then you can apply 
AI, which can make decisions and recommendations and take actions based on the data 
and those patterns detected by machine learning. 

 This is another place where having the ability to utilize VMware very succinctly, very 
strategically to scale up an environment that could potentially not exist today in order to 
drive business efficiencies and a competitive edge going forward. This is another place 
that we are seeing the swing of the pendulum, where you have not just the science-driven 
traditional HPC-centric workflows. Now everybody needs HPC. 

 And Dell Technologies is very focused on the democratization of HPC across the board, 
to the broad range of customers and use cases that we want to serve. This is another key 
point where the whole virtualization story comes into play. We are utilizing the tools and 
the techniques you already have today to expand capabilities, expand new workflows, and 
help organization use new tools and techniques to maintain a competitive edge.

http://www.dellhpc.org
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